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Your data never leaves your perimeter.
For engineering teams who can't send proprietary documents to third-party AI vendors.
SpecSense ships in three deployment tiers so you can run the exact same engineering-review
intelligence inside the perimeter that your clients, regulators, and policies require.

THREE DEPLOYMENT TIERS

1 SwiftModa SaaS

WHERE IT RUNS

SwiftModa EU/Frankfurt (Supabase
+ Vercel)

SETUP TIME

15 minutes

DATA RESIDENCY
EU (Frankfurt) · AES-256 · TLS 1.2+

AI ACCESS
OpenAI / Anthropic / Google — paid
API tiers, no training on your data

From £299 / month

Chosen when: security team
accepts commercial SaaS controls
(Office 365 / Salesforce model) and
you need to move fast.

2 Private Cloud

WHERE IT RUNS

Your AWS / Azure / GCP tenant, any
region

SETUP TIME

1–2 weeks

DATA RESIDENCY
EU, UK, UAE, Saudi (Riyadh), US
regions all supported

AI ACCESS

Azure OpenAI / AWS Bedrock /
Vertex AI — in your tenant, zero
egress

From £1,500/mo + your
cloud compute

Chosen when: client contracts
require data in-tenant or corporate
policy mandates AI in your cloud.

3
On-Premise / Air-
Gapped

WHERE IT RUNS

Your rack, your building, your
country

SETUP TIME

3–6 weeks

DATA RESIDENCY

Air-gapped — no inbound or
outbound internet required

AI ACCESS

Local open-weight models (Llama
3.3 / Mistral / Qwen) on 1× H100 or
2× A100

£35,000 install + £800/mo

Chosen when: defence, NOC-
adjacent, or corporate policy
forbidding any external service.

CONTROLS THAT APPLY ACROSS EVERY TIER

✓ No cross-tenant data flow
Each customer isolated at DB layer. Postgres row-level
security on SaaS; separate instances on Private Cloud and
On-Prem.

✓ No training on your data
Contractual guarantee. LLM providers use paid API tiers
that exclude submitted data from model training.

✓ Full audit logs
Every review request, model call, output, and user action
logged with timestamp and user ID.

✓ CEng sign-off available
Reviewed-and-signed tier delivers outputs stamped by a
UK Chartered Engineer (CEng MIMechE).

✓ DPA on signing
Standard Data Processing Agreement at contract. Custom
clauses negotiable at Private Cloud and On-Prem tiers.

✓ Export + delete, anytime
Full data export on request. Full erasure within 30 days of
written request. No lock-in.

WHICH TIER FITS YOUR ENVIRONMENT?



QUESTION SAAS PRIVATE CLOUD ON-PREM

Already running cloud workloads in your own AWS/Azure/GCP tenant? — ✓ —

Client contract forbids data leaving a specific region or tenant? ✗ ✓ ✓

Corporate "no third-party AI vendors" policy? ✗ partial ✓

Environment air-gapped or behind government-grade firewall? ✗ partial ✓

Want zero infrastructure management on your side? ✓ ✗ ✗

Default recommendation: start on SaaS for a 30-day evaluation on non-sensitive documents. If output quality earns wider rollout
and your security team requires it, migrate to Private Cloud. On-Prem is for environments where perimeter constraints are hard
requirements.

Walk through your specific environment
20 minutes with a Chartered Engineer. We map SpecSense against your perimeter, data-residency constraints, and
procurement checklist.
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